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Request path AI runtime Data plane

CLIENTS

CORE SERVICES  ·  ns/platform

AI RUNTIME

DATA PLANE

EDGE

Users

Web app
React · Next.js

Mobile app
iOS · Android

API Gateway
Routing · rate 

limits

Application 
services

Microservices · 
gRPC

AI orchestrator
Agents · tools · memory

Authentication
OIDC · RBAC · SSO

Notifications
Push · email · SMS

Data service
Queries · cache · files

LLM providers
Claude · GPT · open models

Vector database
pgvector · embeddings

Tool / MCP services
MCP servers · internal APIs

PostgreSQL
Primary + 2 read replicas

Redis
Cache · sessions · queues

Object storage
S3 · documents & media

INFRASTRUCTURE LAYER

Runs, observes and ships 
everything above

Kubernetes
EKS · autoscaling node pools

Observability
OpenTelemetry · metrics, logs, traces

CI/CD
GitHub Actions · Argo CD · canary



TECHNICAL ARCHITECTURE

One request. Four deliberate stages.
Bounded retries, streaming responses and trace context make the path production-ready.

AI Platform — Production Architecture  ·  Illustrative demo 02 / 05

01

Accept

Gateway validates identity, 
quota and request schema.

02

Plan

Orchestrator selects retrieval, 
tools and model.

03

Execute

Services retrieve context and 
invoke allowed tools.

04

Respond

Stream output and record 
usage, latency and trace.

One trace ID spans the gateway, orchestrator, tool calls and model response.



TECHNICAL ARCHITECTURE

Ground the model in governed knowledge.
Separate ingestion from retrieval; keep citations and access control attached to context.
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Documents
Object storage

Prepare
Parse and chunk

Embed
Versioned model

Index
Vector database

Question
User context

Retrieve
Tenant filter

Generate
LLM + citations

Answer
Source references

Enforce document permissions during retrieval; cache only within a tenant boundary.



TECHNICAL ARCHITECTURE

Trust boundaries are part of the architecture.
Identity, policy and tool permissions are enforced before an action reaches a system.
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Identity

OIDC and short-lived tokens

Tenant-scoped service calls

Least-privilege credentials

Execution policy

Tool allowlists and budgets

Human approval for writes

Sandboxed execution

Audit and data

Encrypted storage and transport

Redacted operational logs

Immutable action history



TECHNICAL ARCHITECTURE

Ship safely. Observe continuously.
Illustrative service targets: 99.9% availability and p95 first token below 1.5 seconds.
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01

Build

CI runs unit, integration and 
policy checks.

02

Evaluate

Versioned datasets score 
quality and safety.

03

Canary

Route a small share of traffic 
to the new release.

04

Operate

Alert on SLO burn and roll 
back on regression.

Kubernetes runs the platform; observability connects release versions to live behavior.
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